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Identifying disaster related social media for rapid response:
a visual-textual fused CNN architecture
Xiao Huang , Zhenlong Li , Cuizhen Wang and Huan Ning

Department of Geography, University of South Carolina, Columbia, SC, USA

ABSTRACT
In recent years, social media platforms have played a critical role in
mitigation for a wide range of disasters. The highly up-to-date social
responses and vast spatial coverage from millions of citizen sensors
enable a timely and comprehensive disaster investigation. However,
automatic retrieval of on-topic social media posts, especially considering
both of their visual and textual information, remains a challenge. This
paper presents an automatic approach to labeling on-topic social media
posts using visual-textual fused features. Two convolutional neural
networks (CNNs), Inception-V3 CNN and word embedded CNN, are
applied to extract visual and textual features respectively from social
media posts. Well-trained on our training sets, the extracted visual and
textual features are further concatenated to form a fused feature to feed
the final classification process. The results suggest that both CNNs
perform remarkably well in learning visual and textual features. The
fused feature proves that additional visual feature leads to more
robustness compared with the situation where only textual feature is
used. The on-topic posts, classified by their texts and pictures
automatically, represent timely disaster documentation during an event.
Coupling with rich spatial contexts when geotagged, social media could
greatly aid in a variety of disaster mitigation approaches.
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1. Introduction

The rising of microblogging platforms renders us an important way to share information online,
especially during severe disaster events. Social media including Twitter, Facebook, and Flickr
empower millions of citizens, as eyewitnesses, to voluntarily document their observations and
thoughts in a highly up-to-date manner (Crampton 2009; Ashktorab et al. 2014). Guided by the
idea ‘citizen as sensors’ proposal by Goodchild (2007), volunteers may contribute useful information
regarding the intensity, severity as well as the extent of a disaster, providing time-critical situational
awareness before authoritative information becomes available. Given the importance of on-topic
(disaster related) social media, extensive studies have attempted to harness useful volunteered infor-
mation within social media for understanding and mitigating disasters, both natural and human-
induced. Studies have demonstrated the utility of social media in mitigating a wide range of disasters
including wildfire (Sutton, Palen, and Shklovski 2008; Vieweg et al. 2010; Kent and Capello 2013;
Slavkovikj et al. 2014), flood (Schnebele and Cervone 2013; Schnebele, Cervone, and Waters 2014;
Fohringer et al. 2015; Avvenuti et al. 2016; Huang, Wang, and Li 2018a; Huang, Wang, and Li
2018b; Li et al. 2018), earthquake (Sakaki, Okazaki, and Matsuo 2010; Yates and Paquette 2010; Mur-
alidharan et al. 2011; Earle, Bowden, and Guy 2012; Yin et al. 2012; Avvenuti et al. 2014;
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Avvenuti, Cresci, Del Vigna et al. 2018; Resch, Usländer, and Havas 2018), extreme precipitation and
droughts (Hannak et al. 2012; Ruiz Sinoga and León Gross 2013; Tang et al. 2015), and flu outbreak
(Dredze 2012; Lampos and Cristianini 2012; Schmidt 2012; Gao et al. 2018). The timely, individual
level characteristic coupling with their rich spatial contexts makes disaster related social media a dis-
tinct source of ambient geospatial information (Verma et al. 2011; Stefanidis, Crooks, and Radzi-
kowski 2013; Middleton, Middleton, and Modafferi 2014) and a proxy to enhance disaster
awareness (Imran et al. 2015; Gao et al. 2018).

Given the fact that on-topic social media only comprises a small proportion of the enormous
volume of information in social media space, the practicality of social media has been greatly ham-
pered by the limited approaches of automatic on-topic social media retrieval. The automation
remains challenging because (1) the enormousness of social media pool that requires great compu-
tational power (Zikopoulos and Eaton 2011; Xu et al. 2016); (2) the complexity of the visual (picture)
and textual (text) information that impedes the efficiency of traditional classification methods (Lew
et al. 2006); and (3) the lack of an integrated approach that considers fused characteristics from both
visual and textual information (Gao et al. 2013). The first challenge has been addressed by the devel-
opment of cloud-computing, parallel computing, and the popular application of GPU (graphics pro-
cessing unit) acceleration. The second challenge is being addressed with the advance of machine
learning algorithms that greatly improve the classification accuracy of complex visual and textual
information. For example, the state-of-the-art convolutional neural network (CNN) techniques
have achieved great performance on both picture labeling (Simonyan and Zisserman 2014; Szegedy
et al. 2017) and text classification (Kim 2014). The third challenge, however, has not been thoroughly
explored in the current literature. As two major components of a social media post, text and picture
are both important when classifying on-topic social media posts. It is believed that the classification
approach using a fused feature from visual and textual information allows cross-validation of each
source, thus leading to better classification results (You et al. 2016). Therefore, the third challenge
relies on an advanced visual-textual fused classification approach and merits further investigation.

This paper presents an approach to classifying on-topic social media by integrating their visual
and textual information via a fused CNN architecture. Specifically, two CNN architectures are
employed targeting on visual and textual information of social media posts, separately. The outputs
of the two CNNs, extracted features respectively representing visual and textual characteristics from
a social media post, are further concatenated to form a fused representation, participating in the final
classification step. Taking 2017 Houston Flood as a study case, this paper assesses the practicality of
using visual-textual fused representation to label on-topic social media posts during a flood event. It
also evaluates the performances of popular machine learning algorithms on the training of visual-
textual fused vector. More importantly, it provides direct evidence on how much the accuracy for
labeling can be improved with the involvement of visual information.

The remainder of this paper is organized as follows. Section 2 reviews previous work regarding the
visual, textual, and visual-textual classification approaches. Section 3 explains the visual-textual
fusion approach proposed in this study. Section 4 describes a case study of classifying flood-related
tweets utilizing the proposed approach. Section 5 analyses the results. Section 6 describes the limit-
ations and future directions. Lastly, section 7 concludes the paper.

2. Related work

2.1. Visual information labeling

The development of machine learning techniques enables automation of labeling pictures via their
visual characteristics. The traditional approaches have proven relatively efficient (Gupta et al. 2013;
Ofli et al. 2016). Those approaches include Random Forests that learns features via a multitude of
decisive structures (Bosch, Zisserman, and Munoz 2007); Support Vector Machines (SVM) that con-
structs one or multiple hyperplanes (Chapelle, Haffner, and Vapnik 1999); and Naïve Bayes that
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learns probabilistically by assuming strong independence between features (McCann and Lowe
2012). These baseline models have been outperformed by the rapidly evolving convolutional neural
networks (CNNs) (Ciresan et al. 2011; Krizhevsky, Sutskever, and Hinton 2012). Inspired by biologi-
cal processes, a CNN is a hierarchical neural network composed of input, output, and multiple hid-
den layers. Its form varies upon how those hidden layers are organized and realized. Since its
proposal, CNN has been widely applied in various of fields that require advanced image processing
technique, including remote sensing (Hu et al. 2015), social media analysis (Nguyen et al. 2017;),
medical imaging processing (Bar et al. 2015), signal processing (Hershey et al. 2017) and video rec-
ognition (Yue-Hei Ng et al. 2015). The great potential of CNN and the advance in high-performance
computing markedly flourish the development of CNN architecture in picture recognition. AlexNet
by Krizhevsky, Sutskever, and Hinton (2012), for instance, consists of only 8 layers but was able to
achieve a top 5 test error rate of 15.4% on ILSVRC (ImageNet Large-Scale Visual Recognition Chal-
lenge). VGG Net by Simonyan and Zisserman (2014) significantly improved the performance by uti-
lizing a simpler but much deeper convolutional structure. Diverging from the mainstream of
stacking layers following a sequential structure, GoogleLeNet (Szegedy et al. 2015) used a compo-
sition of multiple inception modules and achieved improved performance (5.6% top-5 error) as
well as computational efficiency. With a depth of up to 152 layers, the ResNet proposed by He
et al. (2016) further improved the classification performance above human-level (3.57% top-5
error) by going deeper and leveraging residual networks.

In this study, the CNN architecture used to label visual information from social media is a trans-
fer-learned and find-tuned Inception-V3 architecture. More details about the architecture design
and transfer leaning phrase are presented in Section 3.1.

2.2. Textual information labeling

Apart from the success in picture labeling, CNN models have also shown a great potential in natural
language process (NLP) and achieved excellent performances in semantic parsing (Yih, He, and
Meek 2014), sentimental analysis (Ouyang et al. 2015), sentence modeling (Kalchbrenner, Grefenst-
ette, and Blunsom 2014), sentence labeling (Wang et al. 2012; Kim 2014) and other NLP tasks
(Sutskever, Vinyals, and Le 2014). Within the NLP tasks, CNN models are able to capitalize on dis-
tributed word representations by first learning word vectors through neural language models, then
forming a matrix to be used for classification (Collobert et al. 2011; Zhang andWallace 2015). Exten-
sive studies have explored the capability of CNN in labeling texts to a certain topic. Kim (2014), for
example, designed a simple one-layer CNN architecture for sentence classification utilizing word
vectors trained by Mikolov et al. (2013) and achieved a remarkable classification accuracy across sev-
eral datasets. Kalchbrenner, Grefenstette, and Blunsom (2014) designed a CNN architecture by
applying a dynamic K-Max Pooling strategy over linear sequences and found that it outperformed
the baseline models including SVM and neural bag-of-words (NBOW). Feng and Sester (2018)
found that CNN coupling with word vector representations performed better in flood related text
classification than traditional machine learning algorithms including SVM, Random Forest, Logistic
Regression, and Naïve Bayes. Lin et al. (2016) adopted Kim’s network (Kim 2014) and tested on
Weibo, a Chinese microblogging service, to extract information related to earthquake and achieved
accuracy up to 90.7% in labeling on-topic posts.

The strong performance achieved with those relatively simple CNN architectures suggests their
great potentials in text labeling. This study modifies the architecture proposed by Kim (2014) for
text classification. More details can be found in Section 3.2.

2.3. Towards a fused labeling

The outstanding performances of CNN in picture and text classification have raised a tendency to
merge visual and textual information towards a fused classification approach. Under the assumption
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that a visual-textual fused classification allows self-correction of intrinsic errors from a single source
(You et al. 2016; Laura et al. 2017), a fused classification method combines the features extracted
from both picture and text and therefore leads to a more robust classification. This is especially
the case when dealing with disaster related social media posts where both their visual and textual
information may contain important information. A few attempts have been made to combine visual
and textual information. Huang et al. (2018c) proposed a visual-textual fused approach in labeling
flood-related tweets by integrating flood sensitive words to remove wrongly classified pictures by
CNN. However, it only proves that textual information (flood sensitive words) can be applied to
refine the result from picture labeling. You et al. (2016) designed a cross-modality regression for
joint visual-textual sentimental analysis of social multimedia and achieved a great performance.
Avgerinakis et al. (2017) proposed a visual and textual analysis by fusing the results from two mod-
alities using non-linear graph-based techniques. Bischke et al. (2017) proposed a fused framework
that combined both features to a single vector for final classification.

The visual-textual approach proposed in this study integrates a transfer-learned Inception-V3
architecture (extracting visual features) and modified word embedded CNN architecture (extracting
textual features). More details can be found in Section 3.3.

3. Methodology

The conceptual workflow of the proposed methodology is presented in Figure 1. Texts and pictures
from a social media post are refined in the pre-processing process (Section 4.3) and fed to visual
CNN (Section 3.1) and textual CNN (Section 3.2) respectively for feature extraction. Well-trained
on the designed training datasets, both CNN architectures have the capability of providing feature
vectors that describe the characteristics of texts and pictures. Concatenating the visual vectors
and textual vectors, a fused feature vector is developed and input to the final classification architec-
ture (Section 3.3). The final output is a binary class (on-topic or off-topic) of any given social media
post.

Figure 1. Conceptual workflow.
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3.1. Transfer-learned and fine-tuned CNN architecture (Visual CNN)

Transfer learning is the technique that transfers the network weights on a previous task to a new task,
under the assumption that features extracted from the previous dataset are generic enough to be use-
ful in the context of new dataset (Yosinski et al. 2014). The base model to tackle visual classification
problem in this study is Inception-V3 architecture with 3.6% top-5 error (Szegedy et al. 2016). To
transfer this network to a binary classifier (on-topic or off-topic), several top layers specific to
ILSVRC problems are removed. New layers are added to the model in the following order: AvgPool,
FC (1024 features), Dropout and Softmax (2 classes), as shown in Figure 2.

To retrain the newly composed model, a two-stage transfer learning strategy is applied:

Stage 1: freeze all but the penultimate layer and re-train the last FC layer;

Stage 2: unfreeze lower convolutional layers and fine tune their weights.

In stage 1, the main body of the model is selected to be non-trainable (weights are not updating them-
selves) and only the newly added FC layer is trainable. The rationale is that the main body of Inception-
v3 is capable of providing rich and generic feature representations of the data provided, and the newly
added FC layers (associated with the following Dropout and Softmax layer) are only treated as a clas-
sifier which is trained on on-topic and off-topic visual training set (described in Section 4.1).

After the completion of stage 1, lower convolutional layers are further released to be trainable on
the same training dataset in stage 1 through the backpropagation process. This stage is motivated by
the idea that the earlier features in a CNN model contain more generic features that can be gener-
alized to other tasks (no need to be fine-tuned), but the later features in the model become more
specific to previous designated classes (need to be fine-tuned). In this stage, the top 2 inception
blocks in the main body inception-v3 are further released to be trainable while other low-level layers
are still kept frozen to prevent model being overfitted.

The functionality of various layers in Figure 2 is summarized in Table 1:

3.2. Word embedded CNN architecture (Textual CNN)

The construction of a word embedded CNN consists of two steps:

. High-dimensional word representation (word vector) acquisition;

. Application of CNN in sentence matrix formed by word vectors.

Figure 2. Transfer learned model from Inception-v3; the original Inception-v3 architecture graph (Main body) is adopted from Ser-
engil (2018).
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Given the fact that textual patterns differ a lot in short-text posts in social media compared to
formal sources including news and formal articles, it is necessary to train word vectors specifically
for social media posts. To acquire word vectors, the technique used in this study is Word2Vec, a shal-
low neural network with single hidden layer, but proved to be powerful in providing 300-dimention
vectors representing the word characteristics (Mikolov et al. 2013). A word vector database is then
built to enable the formation of sentence matrix, which is the input for a CNN architecture designed
based on the work by Kim (2014) (Figure 3).

The input sentence is described by multiple 300-dimension vectors, which forms an image-like
matrix that can be processed by convolutional algorithms. Suppose that the maximum word
length in a sentence is m and the dimension of a word vector is K, the sentence matrix that
serves as the input to the CNN model can be represented by X [ Rm×K . Let xi [ RK be the
K-dimensional word vector to the i-th word in the input sentence. Each sentence can be rep-
resented as:

X = x1 ⊕ x2 ⊕ x3 ⊕ · · · ⊕ xm (1)

where ⊕ is the concatenation operator.
Given that not every sentence reaches the maximum length (m), 0 padding strategy is applied

when necessary. Suppose that a sentence has a length of n (n , m), the input sentence can be rewrit-
ten as:

X = x1 ⊕ x2 ⊕ · · · ⊕ xn︸����������︷︷����������︸
n

⊕ xn+1(0)⊕ · · · ⊕ xm(0)
︷���������������������������︸︸���������������������������︷m

(2)

where xi(0) denotes a vector padded with 0.
Let xi:j refer to the subset of concatenation words from word xi to word xj. Let w [ RsK to be the

domain of a certain filter with a vertical size of h words. When this 2D filter is applied to a window of
word from xi:i+s−1, a new feature oi is generated:

oi = f (w · xi:i+s−1 + b) (3)

Table 1. Layer functionality summary.

Layer type Functionality

Convolution Learning features by applying a convolution operation to the input:

xlij =
∑m−1

a=0

∑m−1

b=0
wabxl−1

(i+a)( j+b)

where a m×m filter w is applied to a previous layer xl−1, convoluting it down to the current layer xl .
AvePool An extreme type of dimensionality reduction where a h× v× d feature map is further reduced to 1×1× d by

averaging values in Rh×v.
MaxPool Reducing the spatial size of the representation by selecting the max value as representative:

xlij = Max(i+e),( j+f )[Rp xl−1
(i+e)( j+f )

where Rp denotes the pooling filter domain.
Concat A concatenating function that merge shorter vectors to form a single long vector:

X = x1 ⊕ x1 ⊕ x2 ⊕ · · · ⊕ xn
where X denotes concatenated vector and xi denotes short vectors.

Dropout A regulation function that prevents the co-adaption of hidden units by randomly setting a proportion to 0 in
forward propagation, thus significantly reducing the chance of network being overfitted (Srivastava et al. 2014).
I.e. replace y = W · z + b with y = W · (z ◦ r)+ b where ‘◦’ represents element-wise multiplication and W , z, b
and r to be weight matrix, feature vector, bias term and ‘masking’ vector, respectively (Kim 2014)

FC Flattening high dimensional features by connecting every neuron in the prior layer to next layer.
Softmax A function that classifies mutually exclusive labels and makes predicted probabilities to each label add up to 1. A

binary Softmax function in this case can be simplified to a logistic function:
y = 1

1+ e−(W·(z◦r)+b)
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where b is the bias term, f is an activation function (following the work of Kim (2014), a hyperbolic
tangent function is applied) and · is the dot product from the filter and the word matrix from xi to
xi+s−1. When this filter is moving in a stride of 1, it generates a feature map CeRm−s+1 as:

C = [c1, c2, c3, . . . , cm−s+1] (4)

After the generation of feature map C for a certain filter w, a pooling function is applied to induce a
fixed-length vector (Lin et al. 2016). A commonly used max pooling strategy (Collobert et al. 2011) is
applied, taking the maximum value from each feature map C:

Ĉ = max(C) (5)

where Ĉ represents the maximum value in its elements.
The application of this max pooling strategy provides a single feature (Ĉ) corresponding with its

filter (w). In this study, given a certain filter size s, a total number of N filters are used to obtain a
comprehensive understanding of the input sentence, resulting in a dense N-dimensional vector z:

z = [Ĉ1, Ĉ2, . . . , ĈN ] (6)

Those z vectors are further concatenated to a long dense vector. Let t be the total number of filter
size. The final concatenated vector Ztextual [ RTN can be represented as:

Ztextual = [z1, z1, . . . , zT] (7)

The concatenated textual vector Ztextual is further processed by Softmax regression to generate two
neurons with binary labels.

Figure 3. Word embedded CNN architecture.
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3.3. Fusing visual and textual information

The fusion of visual and textual information in this section utilizes the penultimate layer in word
embedded CNN architecture and a transfer-learned and fine-tuned Inception-V3 architecture.
Both CNN models are well trained with on-topic and off-topic disaster social media (Figure 4).

When a social media post is fed to the fused architecture, its textual and visual information is sim-
ultaneously and respectively passed through a well-trained word embedded CNN for generating tex-
tual features and a transfer-learned Inception-V3 for generating visual features. Each model returns a
1024-dimension vector characterizing the visual and textual information of a social media post sep-
arately. The concatenated vector with 2048 dimensions, therefore, represents a fused feature describ-
ing visual-textual information integrally:

Zfused = Ztextual ⊕ Zvisual (8)

where Ztextual and Zvisual denote textual vector and visual vector respectively, both with 1024 dimen-
sions. Zfuseddenotes the concatenated vector with 2048 dimensions, describing a fused characteristic
from both text and picture of a social media post. Noted that the proposed approach doesn’t require
the coexistence of visual and textual input. The corresponding feature in the fused 2048-dimension
vector is automatically padded with 0 if the input lacks an information source, either visual or tex-
tual. In this study, we noticed almost all social media posts in the study case contain textual infor-
mation but only a proportion of them contain visual information. Therefore, we targeted on the
influence of Zvisual, the additional visual information input, on the classification merely based on
Ztextual.

The fused vector is further trained using popular machine learning algorithms to derive binary
labels: on-topic and off-topic. Those machine learning algorithms used in this study include Logistic
Regression (LogR), Linear Discriminant Analysis (LDA), Decision Tree (DT), Support Vector
Machine (SVM), Random Forest (RF) and Naïve Bayes (NB). To train the algorithms above, a train-
ing set is developed, containing labeled social media posts with text only and with both text and pic-
tures. This training phrase enables the algorithms to handle a variety of inputs and make
classification decisions accordingly. The performances of the algorithms are presented in Section 5.

Figure 4. Fusion of visual and textual information.
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4. Experimental design

4.1. Study case

A specific disaster, flood, is used in this study to demonstrate the feasibility and efficiency of the pro-
posed approach. As for social media, we target on Twitter, a widely used and open-source social
media platform with more than 68 million U.S. monthly active users (Twitter MAU in the United
States 2018). Flood-related tweets provide real-time flood information at the posted location, which
is essential for first responders to identify areas in need of immediate attention, especially when
authoritative data sources are not available. The highly up-to-date flood information provided by
Twitter users aids in acquiring in-time flooding situation, greatly contributing to real-time flood
monitoring, inundation mapping, and damage assessment. Two specific floods, 2015 SC flood
and 2017 Houston flood (Figure 5), are selected as the a study case. Geotagged tweets containing
verified texts derived from 2015 SC flood (Figure 5(b)) and flood pictures from various sources
(Table 2) are applied to train the textual CNN and visual CNN respectively. Their concatenated fea-
ture extracted from well-trained CNNs is further evaluated using geotagged tweets derived from
2017 Houston flood (Figure 5(c)).

Figure 5. Research area for two flooding cases with their geotagged tweets; (a) Continental U.S; (b) South Carolina flood in 2015
with 934,896 geotagged tweets from October 2 to October 9; (c) Houston flood in 2017 with 501,516 geotagged tweets from
August 25 to September 1.
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4.2. Datasets

4.2.1. Visual training set
To transfer-learn and fine-tune the CNN architecture designed in Section 3.1, we developed a
balanced visual training set from popular searching engines and social media platforms. The
multi-source characteristic of the training set allows better generalization that reduces model overfi-
tting. The dataset contains 5500 flood pictures (positive samples) and 5500 non-flood pictures (nega-
tive samples) as summarized in Table 2. We followed a stratified k-fold (k = 5) cross-validation rule
to split the training set. It is a commonly used estimation approach that partitions the dataset ran-
domly into k equal-size subsamples, where one single subsample is retained for validation and the
remaining k-1 subsamples are used for training.

4.2.2. Textual training set
The textual training set in this study contains two subsets: (1) word embedding training set, aiming
train the embedding model, Word2Vec (Mikolov et al. 2013), to learn high-dimensional word rep-
resentation (word vector); (2) Textual feature training, aiming to train the textual CNN to provide
textual feature (1024-dimension vector) that characterizes the textual information (Table 3).

The word embedding training set contains a total of 13,830,023 selected sample tweets in 2017.
They were downloaded using Twitter Stream API and are stored in a Hadoop computer cluster. The
usage of a large corpus of tweets to train the word embedding model contributes to well-summarized
word vectors that are specifically for short-text social media posts.

After training the word embedding model, we further trained the textual CNN architecture
(described in Section 3.2) to provide textual features (1024-dimension vector) that characterize
the textual information posts. In this textual feature training set, we manually labeled 5706 tweets
during the 2015 SC flood (October 2 to October 9) based on their textual content only. This balanced
dataset contains 2852 positive samples (flood related) and 2852 negative samples (non-flood related).

Table 2. Visual training set.

Sources Method
number of
pictures

Flood pictures (positive)
Google Pictures with keyword ‘flooding’ 500
Baidu Pictures with keyword ‘flooding’ and ‘Hongshui’ (‘flooding’ translated to Chinese Pinyi) 500
Flickr Pictures tagged by ‘flooding’ 500
Twitter &
Instagram

Pictures from tweets with keyword ‘flood*’ or hashtag ‘flood*’ from Dec 1st 2015 to Dec 1st
2016 in U.S and manually verified.

4000

Positive total 5500
Non-flood pictures (negative)
Twitter &
Instagram

Pictures extracted from tweets in U.S from Dec 1st 2015 to Dec 1st 2016 and manually
verified.

5500

Negative total 5500

Table 3. Textual training set.

Subsets Source
Sample
size Duration Purpose

Word embedding
training set
(embedding model)

Twitter 13,830,023 1 January 2017 – 31
Decembwe 2017

To train the embedding model, Word2Vec, to learn
high-dimensional word representations, providing
300-dimension vector for each word before
feeding sentences to the neural network.

Textual feature training
set

5706 2 October 2015 to 9
October 2015 (SC
Flood)

To train the textual CNN to learn the meaning of
textual information of a post, providing textual
features (1024-dimension vector) that well
characterize the given textual information
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4.2.3. Fused feature training set
The fused feature training set aims to train the visual-textual feature (2048-dimension vector) clas-
sifier (described in Section 3.3) to generate on-topic or off-topic labels. The dataset used in this train-
ing phase was developed during 2017 Houston Flood period (August 25 to September 1). We
manually verified 2092 positive tweets based on the content of their texts, pictures or both,
among which 825 are picture included tweets. The same amount of negative tweets (2092) during
the event were randomly selected and verified as non-flood related, among which 1042 were picture
included tweets. The fused feature training set enables the visual-textual classifier to produce binary
labels given both sufficient inputs (a tweet contains both text and picture) and insufficient inputs (a
tweet contains text but lacks picture).

4.3. Pre-processing of texts and pictures

Tweeted texts are noisy and messy, and therefore, a textual pre-processing is necessary to trim and
formalize the inputs before feeding to the Word2Vec and word embedded CNN. During the pre-
processing, we removed the punctuation marks, emoticons, and numbers from the text. Stemming
and lemmatization techniques were also applied in the process. Stemming identifies the common
root form of a word by removing or replacing word suffixes (e.g. ‘flooding’ is stemmed as ‘flood’),
while lemmatization identifies the inflected forms of a word and returns its base form (e.g. ‘better’
is lemmatized as ‘good’). For tweets that contain URL, regular expression is used to match and
remove URLs in their texts. Stopwords represent the most common words in a language, hardly con-
tributing to the meaning of a sentence. In this pre-processing step, a list of stopwords were retrieved
from Natural Language Toolkit (NLTK) library (http://www.nltk.org/) and words in the list are
further removed. We also applied some basic transformations, such as ‘’ve’ to ‘have’, ‘’ll’ to ‘will’,
‘n’t’ to ‘not’, ‘’re’ to ‘are’, to enhance the comprehension of the algorithm.

All pictures are resampled to 299×299 via bilinear interpolation algorithm before feeding to the
visual CNN.

5. Results and discussion

5.1. Visual CNN

The visual CNN architecture was trained on the visual training set described in Section 4.2 using 5-
fold cross-validation strategy. The training phase (2 stages) took 24 min 41 s for a single fold using
NVIDIA GeForce GTX 1080Ti GPU for acceleration.

The model reached a stable performance for all folds with an average accuracy of 92.94% and a
standard deviation (SD) of 0.95% (Table 4). The AUCs (Area Under the Curve) for all ROC (Recei-
ver Operating Characteristic) curves in Figure 6(a) were summarized in Table 4. The average AUC
for all 5 folds is 0.982 out of 1 (perfect classifier), also indicating the high performance and high stab-
ility of our visual CNN.

The accuracy curves for fold 3 are demonstrated in Figure 6(b). After 200 epochs, it reached an
accuracy higher than 90% in both training and validation sets. The gradual convergence of the train-
ing accuracy curve and validation accuracy curve indicates that the two-stage learning strategy suc-
cessfully prevents the overfitting. The significant validation improvement at the beginning of Stage 2
is due to fine-tuning of the newly released inception-v3 blocks. Given the unique characteristics of

Table 4. Visual CNN performance.

Fold 1 Fold 2 Fold 3 Fold 4 Fold 5 Average SD

Accuracy 93.32% 92.98% 94.50% 91.96% 91.95% 92.94% 0.95%
AUC 0.983 0.987 0.989 0.978 0.971 0.982 0.006
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flood pictures and the popularity of pictures with similar patterns (Feng and Sester 2018), an accu-
racy over 90% with AUC curve over 0.95 is considered acceptable compared with other flood picture
classification results (Avgerinakis et al. 2017; Bischke et al. 2017).

The good performance of visual CNN in classifying flood and non-flood pictures guarantees that
the intermediate penultimate layer (1024-dimension vector) effectively summaries the characteristics
of flood pictures. The vector thus can be used to represent visual feature of a social media post.

5.2. Textual CNN

Given the fact that well-trained word vectors are the prerequisite for a robust textual CNN, we first
evaluated the 300-dimension word vectors generated by Word2Vec, specifically trained on our
developed social media pool. Cosine-similarity distance was applied to examine the similarity of
word vectors to a target vector in hyper-dimensional space. A cosine distance ranges from −1 mean-
ing exact opposite, to 1 meaning exact the same, with 0 meaning unrelated.

Table 5 demonstrates some common words and the Word2Vec-generated top 5 words with simi-
lar meanings ranked in cosine-similarity distance. For example, the closest word vector to ‘bad’ is the
word vector of ‘terrible’ with a cosine distance of 0.635, followed by ‘horrible’ (0.610), ‘shitty’ (0.553),
‘awful’ (0.524) and ‘crappy’ (0.469). A similar pattern is also found for ‘good’, whose close word vec-
tors include ‘great’, ‘decent’, etc, all with the same sentimental preference. For disaster related key-
words like ‘flood’ and ‘hurricane’, word vectors with high similarity tend to have either high sentence

Figure 6.Model performance of the visual CNN: (a) the ROC curves for all 5 folds; (b) the training and validation accuracy curves for
fold 3 (best fold) in two stages.
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structure relevance (‘hurricane’ and ‘Harvey’), high synonymousness (‘hurricane’ and ‘storm’) or
strong causal relationship (‘flood’ and ‘damage’, ‘hurricane’ and ‘flood’).

The linear relationship between different vectors was maintained throughout the training phase.
For example, the vector ‘flood’ minus vector ‘water’ (flood-induced) was similar to that of ‘thunder-
storm’, ‘storm’ and ‘tornado’ minus ‘wind’ (storm-induced). Similarly, the vector pattern of ‘earth-
quake – quake’ is most similar to ‘flood − water’, and that of ‘father − son’ is most similar to
‘mother − daughter’ (Table 5). Trained from a massive social media training pool, the Word2Vec
model not only extracted meaningful vector representations but also preserved linear relations
among different word vectors.

We then evaluated the classification performance of textual CNN using the sentence matrix build
from these word vectors.

Accelerated by GPU and CUDA architecture, the designed CNN finished the training in 21 s
through 200 epochs for a single fold. The results indicate a high performance with stability. The aver-
age accuracy for all 5 folds reaches 93.45% with an SD of 0.63% and the average AUC reaches 0.965
with an SD of 0.004 (Table 6). Detailed ROC curves for all 5 folds and training curve for fold 1 (best
performance) are presented in Figure 7. After the 75th epoch, both of the training accuracy curve and
the validation accuracy curve started to level and stabled above 90%, indicating no significant overfi-
tting problem (Figure 7(b)). Consecutive and stable training loss was also observed throughout the
training phase (Figure 7(c)).

In general, the designed textual CNN performs remarkably well in classifying flood-related and
non-flood related tweets based on their textual information. It is partly due to the uniqueness of
word patterns in social media during a flood event. For instance, we found that the majority of
texts in flood-related tweets in the training pool contain high flood-relevant keywords like ‘flood’,
‘rain’, ‘underwater’, etc. This pattern can be easily recognized and adopted as a classification strategy
by the designed textual CNN architecture, thus resulting in high classification accuracy. That being
said, with the same keyword distribution patterns noticed in other disasters like hurricane (Bakillah,
Li, and Liang 2015), earthquake, and wildfire (Slavkovikj et al. 2014), this method could be easily
generalized to other disaster cases given a proper training set.

Table 5. Word2Vec training results (top 5 neighboring words with their cosine-similarity distances).

Example words Top 1 Top 2 Top 3 Top 4 Top 5

bad terrible
(0.635)

horrible
(0.610)

shitty
(0.553)

awful
(0.524)

crappy
(0.469)

good great
(0.639)

decent
(0.563)

nice
(0.489)

amazing
(0.469)

interesting
(0.461)

flood hurricane
(0.596)

damage
(0.581)

evacuate
(0.560)

storm
(0.534)

underwater
(0.496)

hurricane storm
(0.702)

Harvey
(0.642)

flood
(0.596)

tornado
(0.477)

disaster
(0.463)

father – son + daughter mother
(0.561)

grandmother
(0.533)

wife
(0.531)

woman
(0.404)

beloved
(0.403)

earthquake – quake + water flood
(0.523)

pouring
(0.492)

underwater
(0.444)

rain
(0.418)

evacuated
(0.413)

flood – water + wind thunderstorm
(0.512)

storm
(0.498)

tornado
(0.484)

rainfall
(0.464)

gust
(0.447)

Notes: Cosine-similarity distance is calculated as
∑n

i=1 AiBi/
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where Ai and Bi represent components of vec-

tor A and B. The idea of a word vector d similar to a vector resulting from a linear function: a− b+ g can be interpreted as word
vector d− g similar to vector a− b.

Table 6. Textual CNN performance.

Fold 1 Fold 2 Fold 3 Fold 4 Fold 5 Average SD

Accuracy 94.17% 93.13% 92.54% 93.64% 93.79% 93.45% 0.63%
AUC 0.970 0.963 0.960 0.967 0.966 0.965 0.004
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5.3. Visual-textual fused classification

The high performance of the designed visual CNN and textual CNN proves the functionality of their
extracted feature vectors. In this section, we evaluated the performance of various machine learning
algorithms in giving binary labels based on Zfused, the concatenated fused vector with 2048 dimen-
sions. Similar to training the visual and textual CNN, the 5-fold cross validation was applied to test
LogR, DT, RF, NB (Gaussian), NB (Multinomial), NB (Bernoulli), DA (LDA), DA (QDA), SVM
(Linear), SVM (Polynomial), SVM (RBF) and SVM (Sigmoid). As shown in Table 7, LogR achieved
the best performance with an average accuracy of 96.5%, followed by SVM (Linear) with 96.3%, SVM
(RBF) with 94.4% and SVM (Sigmoid) with 94.1%. RF and DT also performed well with average
accuracy reaching over 90%. Significant overfitting was observed in SVM (Polynomial) as it has a
low average accuracy (69.7%) and the highest SD (4.87%).

To examine whether classification using visual-textual fused vector (Zfused) is better than using
textual vector alone (Ztextual), we tested the algorithms with average accuracy over 90% in Table 7
using Zfused and Ztextual as input, respectively. Those algorithms include LogR, DT, RF, SVM (Linear),
SVM(RBF) and SVM (Sigmoid). The whole dataset was randomly divided into a training set (70%)
and a testing set (30%). The results suggest that all the algorithms benefited from the additional input
of visual information (Table 8). For instance, LogR achieved a classification accuracy of 95.2% using
Zfused, a 12.6% increase from using Ztextual. Similar improvements were found for DT with a 12.1%
increase, RF with a 11.6% increase and SVM (Sigmoid) with a 14.4% increase (Table 8).

Adding visual inputs from social media, better classification performance for those algorithms
above was also reflected in their ROC curves (Figure 8). AUC improvements were observed,

Figure 7. (a) Textual CNN ROC curve for all 5 folds; (b) Training accuracy curve for fold 1 during 200 epochs; (b) Training loss curve
for fold 1 during 200 epochs.
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especially for LogR (AUC improved from 0.887 to 0.945), DT (AUC improved from 0.808 to 0.881)
and SVM (Linear) (AUC improved from 0.861 to 0.931). The AUC improvement for all six algor-
ithms suggests that the visual-textual fused feature exhibits more robustness in extracting on-topic
posts.

5.4. Uncertainties

After the evaluation of general performance, we further investigated individual cases to understand
the uncertainties that our fusion mechanism might cause. Figure 9 presents some comparisons of
classification results when textual features are used and when visual-textual fused features are
used. In general, we noticed that when textual information and visual information of a certain
post were both flood relevant, the fused feature tended to boost the probability (Figure 9(b,c,e,f)).
When textual information and visual information were contradictory, however, the probability
that a fused feature indicated tended to favor the opposite direction of that a textual feature indicated
(Figure 9(a,d,f,g)).

In some cases, visual-textual feature leads to the correction of wrongly classified textual infor-
mation. For instance, the textual information in Figure 9(a) was classified as non-flood relevant
(Pflood for textual = 0.35) due to the lack of flood relevant word vectors in its texts. When coupled
with the visual information however, its visual-textual fused feature was successfully classified as
flood relevant (Pflood for fused = 0.82). Another example is Figure 9(g), where its textual information
was classified as flood relevant (Pflood for textual = 0.93) and its visual-textual fused feature indicated
otherwise (Pflood for fused = 0.38). Similar example can also be found in Figure 9(f).

During the case study, the biggest challenge we found in the visual-textual fusion is the association
between text and image a post contains. As observed in Vadicamo et al. (2017), the linkage between

Table 7. Visual-textual fused classification accuracy.

Method Fold 1 Fold 2 Fold 3 Fold 4 Fold 5 Average SD

LogR 96.3% 95.5% 97.1% 97.6% 96.2% 96.5% 0.73%
DT 91.5% 89.9% 92.5% 91.0% 90.6% 91.1% 0.87%
RF 93.1% 93.2% 93.7% 94.7% 92.9% 93.5% 0.64%

NB:
Gaussian 88.1% 87.0% 88.5% 90.3% 89.1% 88.6% 1.09%
Multinomial 76.4% 75.3% 77.6% 79.2% 76.7% 77.0% 1.31%
Bernoulli 67.8% 68.1% 70.7% 69.6% 68.3% 68.9% 1.09%

DA:
LDA 86.3% 87.2% 86.6% 88.5% 88.3% 87.4% 0.88%
QDA 72.2% 73.6% 75.2% 73.9% 73.7% 73.7% 0.95%

SVM:
Linear 96.2% 95.6% 96.2% 96.9% 96.4% 96.3% 0.42%
Polynomial 74.1% 62.2% 75.4% 66.5% 70.2% 69.7% 4.87%
RBF 94.7% 93.7% 95.0% 94.9% 93.9% 94.4% 0.54%
Sigmoid 94.5% 93.4% 94.3% 94.4% 93.7% 94.1% 0.43%

Notes: LogR, DT, RF, NB and DA denote Logistic Regression, Decision Tree, Random Forest, Naïve Bayes and Discriminant Analysis,
respectively. LDA and QDA denote Linear Discriminant Analysis and Quadratic discriminant analysis, respectively. Linear, Poly-
nomial, RBF (Radial Basis Function) and Sigmoid are kernel functions utilized in SVM classifier. Classification method with an aver-
age accuracy of over 90% for all 5 folds is highlighted in bold.

Table 8. Visual-textual fused classification compared with textual only.

Method

Accuracy

Textual only Visual-textual fused

LogR 82.6% 95.2%
DT 77.6% 89.7%
RF 80.5% 92.1%
SVM (Linear) 82.9% 92.7%
SVM (RBF) 79.5% 90.2%
SVM (Sigmoid) 79.2% 93.6%
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text content and image content is uncertain and sometimes rather weak. Moreover, it is still unclear
how this linkage might change during a disaster event. Although this study proves that visual-textual
fused feature is more robust in classifying flood tweets, the foundation of proposed fusion mechan-
ism still relies on the strong linkage between them, meaning that a weak linkage between texts and
images could potentially cause unmeasurable uncertainties to the model. To better utilize both visual
and textual information from social media, more studies are needed to understand the linkage,
especially how this linkage will change during different disaster events.

This study provides direct evidence that coupling visual and textual information aids in better
classification accuracy. The fact that visual-textual representation outperforms textual representation
alone demonstrates the importance of incorporating visual information into social media post
labeling.

Derived in an automatic manner, the robustness of visual-textual fused classification guarantees a
flood-related VGI pool with high quality. The water height information from those geotagged social
media distributed in a large region could provide valuable local flooding awareness in a timely man-
ner, significantly assisting rapid flood response by local authorities and first responders. In addition,
the proposed visual-textual labeling approach can be applied to other disasters such as fire and earth-
quake given proper textual and visual training samples. The on-topic posts classified by their texts
and pictures represent timely individual-level disaster documentation, coupling with rich spatial
contexts when geotagged. Those posts extracted automatically can be utilized to aid in a variety of

Figure 8. ROC curves of the six algorithms using visual-textual fused vector (Zfused) and using textual vector (Ztextual) alone; (a) LogR;
(b) DT; (c) RF; (d) SVM (Linear); (e) SVM (RBF); (f) SVM (Sigmoid).

16 X. HUANG ET AL.



disaster mitigation approaches including urban system recovery, public sentimental analysis, damage
assessment, evacuation investigation, first responder dispatch, recovery management, and so on.

6. Limitations and future directions

6.1. Limitations

One limitation of the proposed approach is that the performance of on-topic social media retrieval is
highly reliant on the quantity and quality of training samples. This being said, any deficiency in num-
bers or defect in quality will potentially undermine the classification result. This limitation, the
necessity of large training samples with high quality, widely exist in most of the deep learning algor-
ithms. Besides, developing such high-quality training samples in a large quantity is time- and labor-
consuming. It might not be feasible to provide real-time retrieval unless all the training samples are
pre-prepared.

Another limitation is the fundamental assumption of the fusion algorithm. The better perform-
ance of visual-textual feature compared to textual feature alone relies on a rather strong association
of textual and visual content in a social media post. This study only examined one specific social
media platform (Twitter) during one specific event (flood). The strength of this linkage, however,
may not hold the same for other social media platforms or other events. We advise caution when
applying the proposed fusion algorithm to cross-media/event.

Thirdly, the integration is based on vector fusion mechanism where visual vector and textual vec-
tor are concatenated to form a visual-textual vector, participating in the final classification task. This
fusion method implies equal weights on both visual and textual information a social media post con-
tains. In some cases, however, this assumption might not be true.

Fourthly, this study only considers the textual content and visual content while the spatiotem-
poral dimension is neglected. Studies have proved that people who are close to the disaster location
spatially tend to produce more disaster-related information on social media (Li et al. 2018). More

Figure 9. Eight Examples of classification results. Pflood denotes the probability of a post being flood relevant. Blurring was applied
to faces appeared in the photo.
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disaster-related social media are usually found when a disaster reaches its peak (Sakaki, Okazaki, and
Matsuo 2010). The prior probability derived from the spatiotemporal information of social media
could contribute to better on-topic classification accuracy.

Lastly, only geotagged tweets serve as training samples in this study, which inevitably cause cer-
tain biases as geotagged tweets only consist of a small proportion. Sloan and Morgan (2015) reported
that 96.9% of their tweeters have no geotagged tweets in the study site of UK. Globally, Sloan et al.
(2013) concluded that only 0.85% of tweets were geotagged with longitude and latitude information.
The small training datasets derived from only geotagged tweets in this study potentially undermine
the robustness of the proposed classification model.

6.2. Future directions

This study has proved that, during a flood event, the proposed visual-textual fused approach contrib-
utes to an improved on-topic retrieval accuracy by taking advantage of both textual content and
visual content a tweet contains. More studies, however, are needed to test the validity of visual-tex-
tual feature during other disaster events as the association between texts and pictures may not hold
the same. A weak association can potentially undermine the fundamental assumption. More explora-
tions are necessary to investigate how this association changes in different events so that useful gui-
dance can be given on which source is more reliable, single or fused.

From a technical perspective, this study can be modified and improved in many ways. Firstly, this
study combines the visual feature and textual feature extracted respectively from two specific archi-
tectures: Inception-V3 and word embedded CNN. With the rapid development of deep learning,
however, more advanced networks have been proposed. Resnet (He et al. 2016) and Inception-V4
(Szegedy et al. 2017), for instance, have demonstrated their better image labeling capability and
are widely used in many image recognition applications. Recurrent Neural Network (RNN), a neural
network architecture that exhibits temporal dynamic behavior, has been proved rather efficient in
handling sequential textual data (Hochreiter and Schmidhuber 1997; Mikolov et al. 2010; Tai,
Socher, and Manning 2015). The integration of the aforementioned networks potentially leads to
more robust visual-textual features, consequently resulting in better disaster related social media
retrieval. In terms of embedding method, this study used Word2Vec embedding trained from
self-designed social media corpus. Other embedding methods, including ELMo (Peters et al.
2018), FastText (Bojanowski et al. 2017) and GloVe (Pennington, Socher, and Manning 2014),
are becoming more popular recently. Whether the word vectors derived from those embedding
methods improve the proposed fusion algorithm deserves further exploration.

In addition, the spatiotemporal dimension of social media should be considered in future studies
as previous studies have concluded the strong linkage between the content and spatiotemporal
characteristics of social media posts. By analyzing the spatiotemporal distribution of extracted dis-
aster related posts, a better understanding of the relationship between their spatiotemporal charac-
teristics and their content can be achieved, which in turn contributes to better utilization of those
characteristics in retrieving on-topic posts.

Finally, the training dataset can be expended by using geoparsing, a process of converting text
description of places to unambiguous geographic identifiers (Cheng, Caverlee, and Lee 2010; Avve-
nuti, Cresci, Nizzoli et al. 2018). The additional training samples rendered by geoparsing techniques
is expected to contribute to a better generalization of the proposal CNN architecture and largely
facilitate follow-up analyses that require geoinformation within social media data.

7. Conclusion

Social media platforms have played a critical role in situation awareness and mitigation for a wide
range of disasters. Admitting the enormous volume of social media posts during a disaster event,
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disaster related social media posts only consist of a small proportion. An automatic approach to on-
topic social media retrieval is, therefore, in great need.

Under the assumption that texts and pictures, two major components of a social media post, are
both essential in retrieving on-topic posts, this study presents a visual-textual fused CNN architec-
ture for labeling on-topic social media posts in an automatic manner. We adopted two CNNs, trans-
fer-learned Inception-V3 and word embedded CNN, specifically for visual and textual information
labeling. A fused feature vector is then formed by concatenating the extracted visual and textual vec-
tors, which is further utilized to retrieve the final binary labels (on-topic vs. off-topic) of the post.
Taking flood as a disaster case and Twitter as a social media platform, the experimental results
suggest that the visual CNN textual CNN perform remarkably well with classification accuracies
of 92.92% and 93.45% respectively. During the fused classification phrase, all selected machine learn-
ing algorithms (including LogR, DT, RF, SVM-Linear, SVM-RBF, and SVM-Sigmoid) have
confirmed the positive effect of additional visual information in classifying on-topic tweets, which
are justified by the improvement of their classification accuracy and corresponding ROC curves.
The visual-textual fused feature proves that additional visual vector leads to more robustness in
on-topic social media retrieval, presumably due to the self-correction of uncertainties from single-
source information.

Incorporating both texts and pictures in social media posts, the proposed visual-textual CNN
architecture significantly automates the on-topic social media retrieval, largely expending searching
scope, ensuring more robustness of classification, and seeding a wide range of social media based
disaster studies. The direct evidence in this study that visual-textual representation outperforms tex-
tual representation alone urges future research regarding social media labeling towards a visual-tex-
tual fusion direction.

Source code availability

The proposed algorithm is available at https://github.com/xhuang316/visual-textual-tweets-retrival.
This implementation is based on Python coding environment. A high-level neural network API,
Keras (https://keras.io/), is used to enable fast experimentation. The code requires python 3.6 com-
piler and the installation of Keras with TensorFlow backend. The authors recommend the usage of
GPU-supported TensorFlow to reduce the training time. Everyone is granted permission to copy,
modify, and redistribute this code, but under the condition that the original copyright is preserved.
The visual and textual training samples are available upon request.
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